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It comes as no surprise that viewing a high-resolution photograph through a screen

reduces its clarity. Yet when a coarsely quantized (i.e., pixelated) version of the same

photo is seen through a screen its clarity is increased. Six experiments investigated

this illusion of clarity. First, the illusion was quantified by having participants rate

the clarity of quantized images with and without a screen (Experiment 1).

Interestingly, the illusion occurs both when the wires of the screen are aligned

with the blocks of the quantized image and when they are shifted horizontally and

vertically (Experiments 2 and 3), casting doubt on the hypothesis that a local filling-

in process is involved. The finding that no illusion occurs when the photo is blurred

rather than quantized (Experiment 4) and that the illusion is sharply reduced when

visual attention is divided (Experiment 5) argue for an image segmentation process

that falsely attributes the edges of the quantized blocks to the screen. Finally, the

illusion is larger when participants adopt an active rather than a passive cognitive

strategy (Experiment 6), pointing to the importance of cognitive control in the

illusion.

Viewing a photograph through a mesh screen decreases its clarity for

obvious reasons. The screen occludes details in the image and also reduces

its overall brightness. An interesting exception occurs, however, when the

same image is sampled coarsely through a process of spatial quantization
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(also called blocking or pixelation). Adding a screen to a quantized image

surprisingly increases its apparent clarity.

This illusion of clarity is illustrated in Figure 1. The left side of the figure

shows a standard high-resolution photo with and without a wire-mesh

screen. As with all computer images, the high-resolution photo is itself

quantized, consisting of single-pixel square blocks. These blocks are

sufficiently small, however, that they are not experienced subjectively and

the photo appears perfectly clear. The right side of Figure 1 shows the same

photo quantized with larger blocks (i.e., four pixels squared) that are now

visible. Again, this version of the photo is shown with and without an

overlaid screen. Adding a mesh screen to the standard photo on the left

decreases its apparent clarity (degree of visible detail). In contrast, adding

the same screen to the quantized image on the right increases its apparent

clarity. Consistent with this observation, we define the illusion of clarity as

occurring when the addition of a mesh screen decreases the clarity of a high-

resolution image while at the same time increasing the clarity of a lower

resolution, blocky version of the same image.

Further inspection of the demonstration in Figure 1 shows that the

illusion of clarity does not depend on the absolute size of the blocks of

the quantized image. Rather, the point at which the adding a screen begins

Figure 1. Examples of the images used in the experiments. The left side shows an original high-

resolution photo (a) without and (b) with a screen, and the right side shows a quantized image (block

size�/6 pixels) (c) without and (d) with a screen.
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to improve rather than reduce image clarity depends critically on the

acuity of the observer. This can be experienced by changing the distance at

which Figure 1 is viewed. When the coarse images on the right side

are viewed quite close, the blocks of the photo are clearly visible and
adding a mesh screen improves its clarity. Increasing one’s distance from

the image decreases the visibility of the individual blocks and at some

distance the screen reverses in its effect, beginning to decrease perceptual

clarity rather than improving it. We interpret this effect of viewing distance

as indicating that the wire mesh screen improves perceptual clarity only

when the individual blocks are plainly visible. When the blocks fall below

some threshold of acuity, either because of increased viewing distance or

because of their small size, the screen serves only to decrease perceived
clarity.

The illusion of clarity is interesting because it goes against our intuitions

regarding perceptual clarity. The wires of the mesh that are added to the

quantized images occlude image detail, reduce overall brightness, and

actually emphasize the troublesome high-contrast edges in the quantized

images. Accordingly, one might expect that adding a screen to an image at

any level of quantization should decrease clarity. But this is not the case.

Adding a screen reduces the clarity of quantized images when the individual
blocks are not seen but improves the clarity of images when these same

blocks are seen.

The beneficial effect of adding a mesh screen to a very blocky image was

first reported by Durgin (1999). He showed that adding a screen to pictures

of quantized faces allowed them to be more effectively encoded into

memory. In Durgin’s study, participants first learned to identify quantized

faces, half of which were overlaid with a screen. Participants then completed

a new�/old recognition test for nonquantized versions of the faces (i.e.,
original photos). The results showed that quantized faces studied with a

mesh screen were better recognized than those studied without a screen.

Durgin concluded that the improved recognition was mediated by increased

clarity at the time of study.

Durgin (1999) speculated that adding a mesh screen to a coarse

quantized image increases perceptual clarity because the quantized image

is completed behind the screen via a local filling-in process, similar to the

filling-in that occurs for patterns that project onto the blindspot in each eye
(Ramachandran, 1992) and for partially occluded objects (Nakayama,

Shimojo, & Silverman, 1989). That is, when a screen is present, the visual

system segments the screen from the image and fills in the parts of the image

that are occluded by the screen. Because the screen occludes the

high-contrast edges of the blocks in the quantized image, the process of

filling-in effectively smooths these edges, resulting in the experience of a

clearer image when the screen is present than when the screen is absent.
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Though this local filling-in explanation is plausible, it has never been put to

a direct test.

As a first step towards investigating the role that local filling-in processes

play in the illusion of clarity, we designed an index of the subjective
experience that characterizes the illusion (Experiment 1). This involved

asking participants to give subjective ratings of clarity for images viewed

with and without a mesh screen over a wide range of image quantization.

The results showed that as image quantization increased, ratings of clarity

decreased, indicating that when rating clarity participants rated the degree of

sharpness and the amount of detail in the image. The results also confirmed

what is seen in Figure 1: Whereas the wire-mesh screen decreased image

clarity for high-resolution images, it improved image clarity by a margin of
about two pixels per block for quantized images.

Our next step involved comparing subjective clarity when the blocks in

the quantized images were aligned with the edges of the mesh screen versus

when they were shifted vertically and horizontally by one half of the

block width, so as to expose the high-contrast edges of the quantized

images along with the sharp edges of the screen (Experiments 2 and 3). If a

local filling-in process is involved, it should be effective in improving

image clarity in the aligned condition, but not in the shifted condition.
Alternatively, if the edges of quantized blocks are merely being attributed

to the mesh screen in a global sense, with no local filling-in, then the

illusion might still be as strong as in the aligned and shifted conditions. The

results showed equivalent illusions in the aligned and shifted screen

conditions, and therefore no support for the importance of a local filling-

in process. Rather, they are consistent with participants segmenting the mesh

screen from the image and then falsely attributing the edges of the blocks to

the mesh screen.
This hypothesis was tested in Experiment 4, were we measured the

subjective clarity of photos that had been blurred by an amount comparable

to the loss of visual information that accompanies quantization. Unlike the

pattern of results for quantized images, the subjective clarity of blurred

images was reduced even further by the addition of a screen, over all levels of

blur. This demonstrates that the screen alone does not benefit the perceived

clarity of all degraded images. Rather, it suggests that viewing a quantized

image through a screen permits the high-contrast edges of the blocks to be
attributed to the screen thus removing them from consideration as part of

the image.

Experiment 5 tested the importance of perceptually segmenting the high-

contrast edges of the quantized blocks in another way. Clarity ratings made

under focused attention conditions (as in previous experiments) were

compared with ratings made when attention was divided. Previous research

has shown that dividing attention reduces the spatial resolution of images
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with high frequency content (Yeshurun & Carrasco, 1998). The results of

Experiment 5 showed that the illusion only occurred under focused

attention, again pointing to the critical role of perceiving the quantized

edges in order to experience the illusion.
Finally, the role of cognitive strategies was examined in Experiment 6.

The illusion was compared in participants who were instructed to adopt

either an active or a passive cognitive strategy. The results showed that the

illusion was strongest when an active strategy was employed, and in

particular, that an active strategy influenced the perception of quantized

images overlaid with the screen, but not the perception of merely quantized

images. Taken together, these results point to the perceptual processes of

image segmentation and edge attribution as being at the heart of the illusion
of clarity. In short, the illusion occurs when observers perceptually segment

the screen away from the photo and, in the process, falsely attribute the high-

contrast edges in the quantized photo to the screen rather than to the subject

of the photo.

EXPERIMENT 1

To develop an index of the illusion of clarity we first anchored subjective

ratings of image clarity to objective losses in image detail. This was done by

presenting participants with images spanning a range of quantization, from

1 pixel (original high-resolution 1024�/768 pixels) to 4, 6, 8, 10, and 12
pixels. For each level of coarseness, luminance values within a block were

replaced with the average luminance value for the entire block. Decreases in

ratings of clarity as a function of increasing image coarseness would

establish an objective standard against which any improvements in clarity

that derived from the screen could be gauged. An equal number of images

were presented with and without a screen in a random order. Observers rated

the clarity of all images using a nine-point scale (1�/least clear, i.e., blocky)

to 9�/most clear, i.e., smooth).
We expected that ratings of clarity would decrease as the size of the blocks

in the quantized images was increased. More importantly, we expected that

adding a screen would decrease clarity ratings of high-resolution images but

increase clarity ratings of quantized images. Any differences in image

coarseness at equal levels of rated clarity would therefore provide a

quantitative index of the illusion of clarity.

Method

Participants. Eight undergraduate students at the University of British

Columbia participated in a 30-minute session for course credit. Each

participant reported normal or corrected-to-normal vision.
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Stimuli. The displays were generated from four greyscale photos, each of

which depicted a different young girl. An example of one of the photographs

is shown in Figure 1a. The photos were presented on an Apple iMac

computer running VScope experimental software (Enns & Rensink, 1992).

The screen measured 12.2 cm (12.2 degrees) in width and 8.8 cm (8.8

degrees) in height at a viewing distance of 57 cm. Each photo was presented

against a dark gray background and measured 10.2 cm in width (10.2

degrees) and 7.4 cm in height (7.4 degrees).

Each of the original photos was modified to create a set of images. The

images in each set varied on two factors: The degree of coarseness of the

photographs, and the presence vs. absence of an overlaid screen. Each of the

images was quantized in blocks of 1, 4, 6, 8, 10, and 12 pixels. This involved

setting each of the pixels in a block to the average luminance of all the pixels

in the block. For each quantized image, there was also a corresponding

image to which a screen was added, such that it was aligned with the edges of

the blocks in the photograph. The one exception was the original image

(block size�/1): Here we tested its clarity against screens of sizes 4, 6, 8, 10,

and 12 pixels.

Procedure. Prior to formal testing, participants were shown an original

photo and a quantized version of the same photo, and were instructed that

they were to rate the clarity of images such as these on a scale from 1 (very

unclear) to 9 (very clear). Participants were instructed to reserve the rating of

‘‘1’’ for the coarsest image in the set and to reserve ‘‘9’’ for the clearest image.

The instructions given to participants are shown in the Appendix. Clarity

ratings were indicated by pressing one of nine keys (keys ‘‘1’’ to ‘‘9’’ on the

keyboard). Each display remained on view until participants pressed one of

these keys. Upon entering their response, the image for the next trial was

displayed on the screen.
The 6 levels of quantization (1, 4, 6, 8, 10, 12)�/2 levels of screen (absent,

present)�/4 image sets meant there were a total of 48 different displays.

However, we tested the clarity of the original high-resolution image (pixel

size�/1) when it was overlaid with screens of five different sizes (4, 6, 8, 10, 12)

rather than only one. This resulted in 4 more images for each of the four sets,

for an additional 16 images. There were thus 64 different displays in total.

These displays were presented once within a testing block in a random order.

Each participant rated displays in three testing blocks for a total of 192 trials.

Results and discussion

The mean clarity ratings are shown in Figure 2. Inspection of these data

reveals three main findings that are corroborated by a two-factor, repeated
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measures analysis of variance (ANOVA) on the factors of image coarseness

(1, 4, 6, 8, 10, and 12) and screen (absent, present). First, clarity ratings

decreased from near 9 to near 1 as image coarseness increased, indicating

that participants were using the entire rating scale and that their ratings

varied with objective image coarseness. Second, and more importantly, there

was a crossover interaction, such that adding a screen to the original photos

decreased clarity ratings whereas adding a screen to quantized images

increased clarity ratings. Third, adding a screen to a quantized image was

roughly equivalent to the gain in clarity associated with decreasing image

block size by two pixels. These results show that the illusion of clarity can be

indexed and quantified using subjective ratings.

Results from the ANOVA showed that ratings of clarity increased as the

coarseness of the images decreased, F (5, 35)�/224.27, MSE�/0.395, pB/

.001, and that clarity ratings were roughly equivalent for images with and

without a screen, F (1, 7)�/2.448, MSE�/0.765, p�/ .162. Importantly, there

was a significant interaction between image coarseness and screen overlay,

F (5, 35)�/28.153, MSE�/0.233, pB/ .001. Paired t-tests used to explore the

interaction revealed that for the original image (pixel size�/1), adding a

screen decreased clarity ratings, t (7)�/5.621, pB/ .002. Furthermore, clarity
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Figure 2. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

1. The error bars represent one standard error of the mean.
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ratings declined for the original image as screens of smaller block size were

added, F (4, 28) �/ 29.771, MSE �/ 0.139, pB/ .001. In contrast, adding a

screen to the quantized images increased clarity ratings at each level of

coarseness, all ts�/2.700, psB/ .032, except for block size�/12, which did not

reach significance, t (7)�/1.441, p�/ .193.

EXPERIMENT 2

Having established that the illusion of clarity can be indexed by subjective

ratings, we next tested the suggestion put forth by Durgin (1999) that the

illusion results from a local process of filling-in behind the screen wires,

which are perceived as occluding the image. According to this explanation,

the illusion occurs because the high-contrast edges in the quantized image

are occluded by the wires of the screen, thereby allowing the visual system to

effectively complete or ‘‘smooth’’ the parts of the image occluded by the

screen. A similar local filling-in process has been proposed previously for

the perception of patterns in the blindspot (Ramachandran, 1992) and for

the perception of objects that are partially occluded by other objects

(Nakayama et al., 1989).

An important constraint for this account is that the wires of the screen

must be aligned with the high-contrast edges of the blocks in the quantized

images. If they were not, and the block edges were visible in addition to the

wires of the screen, then any local filling-in process should not fill in the

high-contrast edges of the blocks behind the screen and the illusion should

not occur. In this case the clarity ratings for images with ‘‘shifted’’ screens,

such as the one shown in Figure 3, should be similar to those of quantized

images without screens (Figure 1).
Alternatively, it is possible that viewing a quantized image through a

shifted screen would still yield the illusion. This could come about if all the

visible high-contrast edges in the display, including those at the edges of the

blocks, are attributed to the screen in a global fashion, without any local

filling-in process to smooth the image behind the wires of the screen. In

other words, the illusion may occur because of a fundamental error of

attribution rather than a local filling-in process. If the display is seen as

containing both a photo and a screen, then all the visible high-contrast edges

may be perceptually segmented from the photo and simply attributed to the

screen. Because the screen is not the subject of the clarity rating itself, but

simply something that must be ‘‘seen through’’ in order to make the rating,

the visual system may be able to ignore all visible high-contrast edges,

including those that now fall between the wires of the screen. These

alternative predictions were tested in Experiment 2.
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Methods

Participants. Eight undergraduate students at the University of British

Columbia participated in a 30-minute session for course credit. Each

participant had normal or corrected-to-normal vision.

Stimuli and procedures. The apparatus and procedures were identical to

those used in Experiment 1 with one exception. In Experiment 2, the screen

overlay on each quantized picture was shifted so that the horizontal and

vertical lines, which formed the screen, transected the centre of each block of

the quantized picture.

Results and discussion

The mean clarity ratings are shown in Figure 4, which shows that an illusion

of clarity occurred in the shifted screen condition. These results are

inconsistent with the idea that the illusion of clarity requires local filling-

in of the image behind the wires of the screen. If the illusion was the result of
filling-in, the illusion should have been eliminated when the screen was

shifted. Instead, the presence of an illusion under these conditions is

consistent with perceptual segmentation of the screen from the image and

the subsequent attribution of all regular high-contrast edges to the screen

rather than to the image.

The ANOVA indicated that clarity ratings decreased as image coarseness

increased, F (5, 35) �/ 255.034, MSE �/ 0.391, pB/ .001, and that clarity

Figure 3. An example of a quantized image (block size�/6 pixels) with a shifted screen.
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ratings were overall equivalent for images with and without a screen,

F (1, 7) �/ 1.098, MSE �/ 0.368, p �/ .329. The significant interaction

between image coarseness and screen, F (5, 35) �/ 39.255, MSE �/ 0.079,

pB/ .001, indicated the presence of the illusion of clarity. This interaction was

examined in greater detail by testing the screen effect at each level of image

coarseness. This revealed that for the high-resolution images (block size�/1),

adding a screen decreased clarity ratings, t(7)�/5.416, pB/ .001. In contrast,

for the quantized images, adding a screen increased clarity ratings at

each level of coarseness, all ts�/ 2.929, psB/ .023, except for the coarsest

level, at which the increase in clarity was marginally nonsignificant,

t (7) �/ 2.326, p �/ .053.

We also compared the size of the illusion under aligned (Experiment 1)

and shifted conditions (Experiment 2) using a mixed design ANOVA. It

showed a significant interaction between coarseness, screen, and experiment,

F (5, 70)�/ 3.023, MSE �/ 0.156, p �/ .016. A visual comparison of the

illusions shown in Figures 2 and 4 suggests that this interaction reflected a

slightly larger illusion of clarity in the aligned (Experiment 1) than in the

shifted (Experiment 2) condition.
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Figure 4. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

2. The error bars represent one standard error of the mean.
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EXPERIMENT 3

The main finding in Experiment 2 was that the illusion of clarity occurred

even when the screen was shifted so that the wires of the screen were no

longer aligned with the edges of the blocks. This suggests that the illusion of

clarity does not depend on local filling-in, but that it occurs because the

screen is segmented from the image and the high-contrast edges of the blocks

are simply attributed to the screen in a global fashion.

Although this result indicates that local filling-in cannot be responsible

for the entire illusion, the comparison between Experiments 1 and 2 suggests

that it may still play some role, since the illusion was slightly smaller

in the shifted (Experiment 2, Figure 4) than in the aligned condition

(Experiment 1, Figure 2). Before accepting this interpretation, however,

another possibility should be considered. Since different individuals

participated in the aligned and shifted conditions, and because there were

only a few participants in each condition (n�/ 8), it is possible that there

were group differences in the use of the rating scale rather than differences in

the illusion.

In Experiment 3 we evaluated these alternatives by presenting the shifted-

screen and aligned-screen images to the same participants, unpredictably,

within a single block of trials. If the larger illusion in Experiment 1 than in

Experiment 2 simply reflected a difference between groups of participants,

then this design should show the same illusion in the two conditions.

Method

Participants. Twelve undergraduate students at the University of British

Columbia participated in a 30-minute session for course credit. Each

participant had normal or corrected-to-normal vision.

Stimuli and procedures. The method was identical to that of Experi-

ments 1 and 2 with several exceptions. First, each participant was presented

with images in the three conditions (i.e., absent, aligned, and shifted)

intermixed randomly across trials. Second, block sizes were limited to 1, 4, 6,

and 8 pixels because these were the block sizes in which the illusion was the

largest in the previous experiments.

The 4 levels of quantization (1, 4, 6, and 8)�/3 levels of screen (absent,

aligned, and shifted)�/4 image sets meant there were a total of 48 different

displays. Each display was presented once in each of three testing blocks for

a total of 144 experimental trials. Each time the original high-resolution

image (pixel size�/1) was shown with either a shifted or an aligned screen, a

screen size of 4, 6, or 8 pixels was randomly assigned, with the constraint

that each screen size was equally represented across trials.
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The displays were presented using Presentation experimental software

driven by a Pentium 4 desktop computer. In all other respects, the

procedures were the same as those used in Experiments 1 and 2.

Results and discussion

The mean clarity ratings, shown in Figure 5, show an illusion of clarity in

both the aligned and the shifted screen conditions, replicating the main

findings of Experiments 1 and 2. More importantly, the size of the illusion
was virtually identical in both conditions. This supports the conclusion that

the illusion is a consequence of the perceptual segmentation of the screen

from the image and of the subsequent attribution of all regular high-contrast

edges to the screen rather than to the image. It does not support any role for

local filling-in. These conclusions were supported by ANOVA.

An analysis of the ratings in the screen-aligned and the screen-absent

conditions across all four levels of coarseness was conducted to evaluate the

illusion of clarity that was obtained when the wires of the screen were
aligned with the block edges. The analysis revealed a main effect of

coarseness, F (3, 30) �/ 249.458, MSE �/ 0.708, pB/ .001, and a significant
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Figure 5. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

3. The error bars represent one standard error of the mean.
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coarseness by screen interaction, F (3, 30)�/16.929, MSE�/0.406, pB/ .001,

which indicated a substantial illusion of clarity. A series of repeated measure

t-tests showed that adding an aligned screen reduced the clarity of clear

(block size�/1 pixel) images, t(10)�/3.625, p�/ .005, but increased the clarity

of quantized images at each level of coarseness, all ts�/2.167, all psB/.028

(one-tailed).

An analysis of the ratings in the screen-shifted and the screen-absent

conditions was done to evaluate the illusion of clarity when the screen was

shifted. Once again the analysis revealed a main effect of coarseness, F (3,

30)�/ 228.411, MSE�/ 0.745, pB/ .001, and a significant coarseness by

screen interaction, F (3, 30) �/ 15.216, MSE �/ 0.484, pB/ .001, which again

indicated an illusion of clarity. Repeated measure t-tests showed that adding

a shifted screen reduced the clarity of clear images, t (10)�/3.750, p�/ .004,

but increased the clarity of quantized images at each level of coarseness, all

ts�/1.860, all psB/.047 (one-tailed).

Finally we compared the clarity ratings in the screen-aligned and screen-

shifted conditions in order to compare the illusion across these two

conditions. The ANOVA revealed only a significant main effect of

coarseness, F (3, 30)�/ 81.930, MSE�/1.516, pB/ .001. Critically, the main

effect of screen (shifted vs. aligned) and the screen by coarseness interaction

were not significant, both FsB/1.057, indicating that the size of the illusion

did not differ for aligned and shifted conditions.

EXPERIMENT 4

An important step in confirming that the illusion of clarity depends on the

attribution of the high-contrast edges of the blocks to the screen is to show

that the illusion does not hold for all images that have been degraded

through a loss of high frequency information. Critically, the illusion should

only occur when there are high-contrast edges in the image that can plausibly

be attributed to the screen. To test this idea, we had participants in

Experiment 4 rate the clarity of images that had been degraded without

introducing new high-contrast edges. We created these degraded images by

blurring our original high-resolution images using a Gaussian blur function.

By blurring the original images it was possible to create images that roughly

matched our quantized images in terms of their apparent clarity, but that did

not include the high-contrast edges present in the quantized images. If the

illusion occurs because viewing through a mesh screen generally improves

the perception of all degraded images, then the illusion should still hold for

blurred photos where the high-spatial frequencies have been removed.

Alternatively, if the illusion is specific to the presence of high-contrast edges

created by quantization, then the illusion should not occur for these images.

ILLUSION OF CLARITY 13



For comparison, we also included a condition in which participants rated

coarse quantized images with and without an aligned screen as in

Experiments 1 and 3. To facilitate a comparison between our blurred

images and our coarse quantized images, we blurred our original high-
resolution images over a range of scales such that they were roughly

comparable in terms subjective clarity with our quantized images. Specifi-

cally, we set the sigma parameter (standard deviation of a two dimensional

normal distribution) in the blur function to be equal to one half the block

size of the quantized images. Thus the diameter of the blur was similar to the

size of the block in the range of images we tested. An example of a blurred

photo with sigma�/3 pixels (comparable to a quantized image with block

size 6) is shown in Figure 6, with and without a screen of block size 6.

Methods

Participants. Twelve undergraduate students at the University of British

Columbia participated in a 45-minute session for course credit. Each

participant had normal or corrected-to-normal vision.

Figure 6. An example of a blurred photo (sigma�/3 pixels, comparable to quantized image with

block size�/6) (a) without a screen and (b) with a screen of block size 6.
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Stimuli and procedures. Experiment 4 differed from the previous

experiments in several ways. The most important difference was that we

reduced image clarity using two different methods: Coarse quantization and

Gaussian blur. Images degraded by coarse quantization and Gaussian

blurring were presented in separate blocks, the order of which was

counterbalanced across participants.

We included four levels of coarseness for both the quantized and blurred

images. For quantized images we used block sizes that measured 1, 4, 6, and

8 pixels, as in Experiment 3. The blurred images also had four levels of

coarseness, which corresponded to the four levels of coarseness of the

quantized images. This was done by varying the diameter of the blur

function to be 1, 4, 6, and 8 pixels. The diameter of the blur function

corresponds to 2�/the sigma parameter in the blur function.

In each block of quantized and blurred images, half of the images were

presented without a screen and half were presented with an overlaid screen.

For the quantized images with a screen, the screen was aligned with the edges

of the blocks such that the size of the holes in the screen matched the size of

the blocks in each image (as in Experiment 1). For blurred images with a

screen, the size of the holes in the screen corresponded to the diameter of the

blur function used to generate that image. For instance, an image blurred by

a Gaussian function with a 6-pixel diameter (sigma�/3) was overlaid with

the screen used for quantized images with block size of 6 (see Figure 6). As in

Experiment 4, each time that the original clear image was presented with a

screen, we randomly chose a screen size from the three different screen sizes

(4, 6, and 8) used in the experiment with the constraint that each screen size

was equally represented across trials.

In each of the two blocks of trials (quantized and blurred) there were 4

levels of coarseness (1, 4, 6, and 8)�/2 levels of screen (present vs. absent)�/4

image sets yielding 32 images in each block. Each of these images was

randomly presented four times in a block of trials for a total of 128 trials in

each block and a grand total of 256 trials.

Results and discussion

Figure 7 shows the mean clarity ratings in Experiment 4. For the quantized

images shown on the left there was a standard illusion of clarity. However,

for the blurred images shown on the right there was no illusion of clarity at

all. In fact, adding a screen to the blurred images simply decreased clarity at

all levels of image coarseness. This demonstrates that viewing a degraded

image through a screen does not in itself improve its clarity. Rather, only

viewing a quantized image through a screen leads to the illusion, presumably
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because the presence of the screen permits the high-contrast edges of the

blocks to be attributed to the screen rather than to the photo.

The results of Experiment 4 also go a long way towards ruling out the

possibility that the pattern of results underlying the illusion of clarity is due

to response bias. One explanation of the results in Experiments 1�/3 offered

by a reviewer of this paper is that adding a screen to a photo simply increases

the uncertainty of participants regarding image clarity. Increased uncertainty

could itself result in a crossover interaction by decreasing the average rated

clarity of high-resolution images and increasing the rated clarity of low-

resolution images. Having participants rate images that are blurred but not

quantized is therefore a good test of this explanation, because the reduction

in certainty of image clarity that accompanies image degradation should

apply equally to both kinds of images. Yet, the results of Experiment 4

showed that only quantized images resulted in the crossover interaction

associated with the illusion of clarity.

Our conclusions were supported by ANOVA. A four-way mixed ANOVA

assessed the within-participant factors of degradation (quantization vs.

blurring), coarseness (1, 4, 6, and 8), and screen (present vs. absent), and the

between-participant factor of order (quantized first vs. blurred first). The

analysis revealed a significant Degradation�/coarseness�/Screen interac-

tion, F (3, 30)�/ 28.975, MSE�/ 0.134, pB/ .001. In addition, the analysis

revealed that the main effect of order and all of the interactions involving the

factor of order did not reach significance, all FsB/ 2.075, all ps�/ .180. To

evaluate the three-way interaction between degradation, coarseness, and
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Figure 7. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

4. The error bars represent one standard error of the mean.
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screen we conducted separate analyses on the data from the quantized and

blurred conditions.

An ANOVA was conducted on the quantized images. It showed that

clarity ratings decreased as image coarseness increased, F (3, 33)�/ 362.007,

MSE�/0.437, pB/ .001. It also showed a significant interaction between

image coarseness and screen, F (3, 33)�/ 77.504, MSE�/ 0.127, pB/ .001,

indicating the presence of the illusion of clarity. T-tests assessing the effect of

screen at each level of coarseness revealed that adding a screen to the

high-resolution image decreased clarity ratings, t (11)�/ 8.315, pB/ .001. In

contrast, the t-tests showed that adding a screen to quantized images

increased clarity ratings at all levels of coarseness, all ts�/3.781, all psB/

.003, except for the highest level of coarseness (block size of 8), t(11)�/1.194,

p�/ .258.
An ANOVA restricted to the blurred images revealed very different

findings from the above. Clarity ratings decreased as coarseness increased,

F (3, 33)�/ 212.629, MSE�/ 0.586, pB/ .001, and clarity ratings were lower

for images with a screen than for images without a screen, F (1, 11)�/ 27.074,

MSE�/1.125, pB/ .001. There was also a significant screen by coarseness

interaction, F(3, 33)�/14.588, MSE�/ 0.153, pB/ .001. However, this was not

a crossover interaction as consistently found for quantized images. With

blurred images the clarity ratings decreased with the addition of the screen at

all levels of coarseness, all ts�/2.759, all psB/ .20. Thus the interaction

simply reflects that the reduction in clarity ratings accompanying the

addition of a screen decreased as coarseness increased.

EXPERIMENT 5

Experiment 4 showed that the illusion of clarity does not hold for images

that have had high spatial frequency content removed without the presence

of edge artefacts. This is consistent with an illusion that arises because the

high-contrast edges of the blocks are falsely attributed to the high-contrast

edges of the screen.

In Experiment 5 we tested this idea further by trying to reduce

participants’ perceptual access to the edges that are physically present

when quantization occurs. This was done by dividing attention between the

photo and another set of stimuli, a manipulation that decreases spatial

resolution (Yeshurun & Carrasco, 1998). To ensure that attention was

divided, the images were presented briefly (200 ms) and participants were

required to rate the clarity of the images as the second of two tasks.

Participants first judged whether two letters that flanked the image

were same or different (first task) before rating the clarity of the images

(second task).
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We compared the clarity ratings of a group of participants who viewed the

images under divided attention conditions with a group of participants who

viewed the same images with focused attention. We reasoned that if the

illusion depends on seeing the sharp edges in the quantized images, then the

illusion should be diminished if we reduced conscious access to these edges.

On the other hand, if the illusion is not contingent on the perception of these

sharp edges, then dividing attention should have no effect on the size of the

illusion.

Method

Participants. Fifty undergraduate students at the University of British

Columbia participated in a 40-minute session for course credit. Each

participant had normal or corrected-to-normal vision. Twenty-five partici-

pants were randomly assigned to each of the two attention conditions

(i.e., focused vs. divided).

Stimuli and procedures. The stimuli and procedures were similar to those

in Experiment 1 with several exceptions. First, we added a letter on each side

of the photograph in each image (one uppercase and one lowercase), as

shown in Figure 8. The side of the uppercase and lowercase letters varied

randomly across displays. We used the letters a, b, d, m, and n, together with

their uppercase counterparts. Each letter measured 0.6 cm (0.68) in the

vertical direction and 0.8 cm (0.88) in the horizontal direction and they were

presented 8.6 cm (8.68) left or right of the centre of each image. This meant

that the inside edge of the letter was 2.2 cm (2.28) from the outside edge

of the photograph. In half of the displays the letters shared the same

identity (e.g., ‘‘M’’ on the left and ‘‘m’’ on the right), and in the half of the

Figure 8. Example of a quantized image (block size�/6 pixels) with a screen that is flanked by letters

sharing the same identity.
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displays, the letters had different identities (e.g., ‘‘M’’ on the left and ‘‘d’’ on

the right).

One group rated the clarity of images with focused attention. In this

group participants ignored the letters on either side of the photographs and
simply judged the clarity of the images. The other group of participants rated

the clarity of the photographs with divided attention. These participants had

to complete two tasks. Their primary task was to judge whether the two

letters in each image had the same or different identity and their secondary

task was to judge the clarity of the image. The response order was opposite

to the order in which the tasks were completed; that is, participants first

reported their clarity rating by pressing a key corresponding to the ratings

‘‘1’’ to ‘‘9’’, and then indicated whether the letters had same or different
identities by pressing the ‘‘z’’ key if the letters were the same and the ‘‘/’’ key

if the letters were different.

To ensure that participants in the divided attention condition could only

observe the photographs while their attention was divided, we reduced the

exposure duration of the images to 200 ms. Also, to make sure that

participants had enough practice completing both tasks, we included one

block of 40 practice trials for both groups.

As in Experiments 3 and 4, we only included four levels of image
coarseness (1, 4, 6, and 8). The original high-resolution image was presented

with each of three screen sizes (4, 6, and 8). This meant that there were 10

images in each of the four sets of images for a total of 40 images. Each of the

40 images was presented once in each of three experimental blocks yielding

120 experimental trials.

Results and discussion

In the divided attention condition, the primary letter judgement task was

completed with relatively high accuracy indicating that participants followed

instructions. The mean percentage correct letter judgements for images with

a screen (85.7%) and without a screen (83.5%) did not differ significantly

from one another.

Figure 9 shows the mean clarity rating for each condition. The main

finding was that the illusion was drastically reduced when attention was
divided compared to when attention was focused. When attention was

focused, the illusion of clarity was similar to that in previous experiments.

Dividing attention had two separate effects on the ratings. First, it increased

the clarity ratings of coarse images, as has previously been reported

(Bachmann & Kahusk, 1997). This presumably reflects the reduced

awareness that participants have of the high spatial frequencies when

attention is divided. Second, and more importantly, dividing attention

ILLUSION OF CLARITY 19



effectively eliminated the illusion of clarity. Adding a screen to the quantized

images no longer had any measurable effect on the ratings.

These results support the idea that, when attention is focused, the illusion

of clarity occurs because the sharp edges in the quantized image are

attributed to the screen. Dividing attention reduces perceptual access to the

sharp edges in quantized images, thus reducing the need for attributing

the sharp edges to the screen and effectively eliminating the influence of the

screen on ratings of clarity. Statistical analyses confirmed these conclusions.

A three-factor, mixed ANOVA assessed the within-participant factors of

image coarseness (1, 4, 6, 8) and screen overlay (present vs. absent) and the

between-group factor of attention (focused vs. divided). The overall ANOVA

revealed that clarity ratings were higher when attention was divided than

when attention was focused, F (1, 48)�/5.666, MSE�/3.204, p�/ .021. The

analysis also revealed a significant interaction between coarseness and screen

overlay, F (3, 144)�/109.411, MSE�/0.508, pB/ .001, as well as a significant

interaction between image coarseness and attention, and F (3, 144)�/13.617,

MSE�/0.959, pB/ .001. Critically, however, the influence the screen

depended on whether attention was focused or divided, F (1, 48) �/ 5.550,

MSE�/2.198, p�/ .023. Furthermore, when only the quantized images were
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Figure 9. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

5. The error bars represent one standard error of the mean.
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considered, the screen had a much smaller influence on clarity ratings when

attention was divided than when attention was focused, F(1, 48) �/ 6.626,

MSE�/1.713, p�/ .013.

The data for the focused and divided attention conditions were analysed

separately to evaluate the influence of the screen on ratings of clarity in each

of the two conditions. The analysis revealed that for focused attention,

adding a screen decreased the clarity ratings of nonquantized images,

t(24)�/ 11.278, pB/ .001, and increased the clarity ratings of quantized

images at all levels of coarseness, all ts�/3.44, all psB/.002. With divided

attention, however, adding a screen decreased clarity ratings of nonquan-

tized images, t (24)�/ 6.908, pB/ .001, but had no measurable influence on the

clarity ratings of the quantized images, all tsB/1.444, all ps�/.162.

EXPERIMENT 6

Having established in the previous experiments that the illusion of clarity

involves attributing the high-contrast edges in the quantized image to the

screen, in Experiment 6 we sought to evaluate whether this segmentation and

attribution process requires active cognitive control over perception. One way

to effectively vary the extent to which the illusion is influenced by active

cognitive control is to simply instruct participants to adopt either an active or

a passive cognitive strategy (Lleras & von Muhlenen, 2004; Smilek, Dixon, &

Merikle, in press-a; Smilek, Enns, Eastwood, & Merikle, in press-b). For

instance, in a visual search task, participants exert more active control over

search when they are instructed to actively direct their attention as they

search the display than when they are instructed to passively let the target

item ‘‘pop’’ into their mind (Smilek et al., in press-a, in press-b).

In Experiment 6 we assessed the extent to which segmentation and edge

attribution in the illusion of clarity depend on active control processes by

instructing participants to judge clarity while adopting either an active or a

passive cognitive strategy. We expected that if varying cognitive strategy

influences the illusion, then differences in strategy should selectively affect

clarity ratings only when a screen is present. More specifically, if segmenta-

tion and edge attribution are active processes, then images behind a screen

should receive higher clarity ratings from participants adopting an active

cognitive strategy than from those adopting a passive cognitive strategy.

Images varying in coarseness of quantization, but without any screen,

should be unaffected by these strategies. On the other hand, if segmentation

and edge attribution do not depend on active processes, then images behind

a screen should receive either equivalent or higher clarity ratings from

participants adopting a passive cognitive strategy than from those adopting

an active cognitive strategy.
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Methods

Participants. Fifty undergraduate students at the University of British

Columbia participated in a 40-minute session for course credit. Each

participant had normal or corrected-to-normal vision. Half of the partici-

pants were randomly assigned to the active strategy condition and the other

half were assigned to the passive strategy condition.

Stimuli and procedures. The stimuli and procedures were identical to
those in Experiment 1 with several exceptions. As in Experiment 3 we

included only the nonquantized images and the quantized images with block

sizes of 4, 6, and 8 pixels in the vertical and horizontal direction.

Accordingly, there were 40 images in total presented once in the 40 trials

of each of the three experimental blocks.

In addition we included two groups of participants who differed only in

the instructions they were given before they began their clarity ratings of the

images. The passive group instructions were:

Be passive!!! Importantly, the strategy that we want you to use in this

study is to be as receptive as possible and let the picture ‘‘pop’’ into your

mind as you look at the screen. The idea is to let the display and your
intuition determine your response. Sometimes people find it difficult or

strange to tune into their ‘‘gut feelings’’*/but we would like you to try

your best. Remember, it is critical for this experiment that you use your

intuition to determine your response.

The active group instructions were:

Be active!!! Importantly, the strategy that we want you to use in this study

is to be as active as possible and to scrutinize the picture as you look at the

screen. The idea is to exert effort and deliberately direct your attention to

the shading and details in the picture to determine your response.

Sometimes people find it difficult or strange to direct their attention to

shading and detail*/but we would like you to try your best. Remember, it

is critical for this experiment that you actively focus on the shading and
detail of the picture to determine your response.

Results and discussion

Figure 10 shows the mean clarity rating in Experiment 6. Cognitive strategy

influenced clarity ratings of images viewed with a screen but had no

influence on clarity ratings of images without a screen, confirming that

varying cognitive strategy selectively influenced the illusion. For images with
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a screen, participants who adopted an active cognitive strategy rated the

images as being clearer than participants who adopted a passive cognitive

strategy and this difference was greatest for nonquantized images and

progressively decreased as image coarseness increased. Importantly, for

images without a screen, there were no differences in the ratings, indicating

that the instructional set did not influence the perception of all stimuli in

some global way. These results suggest that segmentation of the screen from

the photo and the attribution of the high-contrast edges to the screen is

greater when participants adopt an active cognitive control strategy.

A three-factor, mixed ANOVA assessed the within-participant factors of

image coarseness (1, 4, 6, 8) and screen overlay (present vs. absent) and the

between-group factor of cognitive strategy (active vs. passive). It revealed a

significant interaction between coarseness, screen, and cognitive strategy,

F (3, 144)�/ 4.093, MSE�/ 0.270, p�/ .008.

To assess this interaction, separate analyses were conducted on images

with and without a screen. The analyses confirmed that there was no

demonstrable influence of cognitive strategy on clarity judgements of images

without a screen, F B/1, nor was there a significant interaction between

image coarseness and cognitive strategy, F (3, 144) �/ 1.114, MSE�/ 0.289,
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Figure 10. Mean clarity ratings (1�/very unclear to 9�/very clear) for each condition in Experiment

6. The error bars represent one standard error of the mean.
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p�/ .346. In contrast, the analysis of the images with a screen revealed a

significant image coarseness by cognitive strategy interaction, F (3, 144)�/

2.902, MSE�/0.386, p�/ .037. Clarity ratings were greater in the active

condition than in the passive condition and this difference was greatest in the

nonquantized images and decreased as image coarseness increased. The

main effect of cognitive strategy on the clarity ratings of images with a screen

did not reach significance, F (1, 48)�/1.742, MSE�/2.187, p�/ .193.

GENERAL DISCUSSION

The illusion of clarity is characterized by the differential effects of viewing

high-resolution versus coarsely sampled (quantized) images through a wire-

mesh screen. Whereas the perceived clarity of a high-resolution image is

reduced by the addition of a screen, the same screen added to a quantized

image increases its perceived clarity.
In the first of six experiments we developed an index of the subjective

experience of this illusion. Participants rated the clarity of images that varied

in their coarseness and the presence of a screen. Results showed first, that

these subjective ratings were closely linked to objective decreases in image

clarity (coarsely quantized images are rated with lower clarity) and second,

that adding a screen decreased the clarity of the high-resolution images but

increased the clarity of coarsely quantized images (the screen effect was

equivalent to a 2-pixel reduction in quantization). Because even the high-

resolution images that we used were coarse quantized (with blocks of 1 pixel

squared), the results indicate that adding a mesh screen to a quantized image

only improves subjective clarity when the individual blocks can be seen.

When these blocks are too small to be seen, as in our high-resolution images,

adding a mesh screen reduces subjective clarity.

We then tested the suggestion put forward by Durgin (1999) that the

illusion is the result of a local filling-in process by shifting the screen such

that it was no longer aligned with the edges of the blocks in the quantized

image (Experiments 2 and 3). We reasoned that if the increase in clarity

occurs because of a filling-in or a smoothing of the image behind the

occluding wires of the screen, then shifting the screen should eliminate the

illusion. Contrary to this explanation, we found an equivalent illusion when

the screen was shifted, indicating that filling-in cannot by itself account for

the illusion. Instead, it left open the possibility that the illusion occurs

because the screen is segmented from the image and the high-contrast edges

of the quantized image are falsely attributed to the screen.

This hypothesis suggested that the illusion is specific to the high-contrast

edges created by quantization. Simply adding a screen to an image whose

clarity was reduced by another method, such as blurring, should not result in
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the illusion. We tested this in Experiments 4, where participants rated the

clarity of blurred images with and without a screen. The results showed that

adding a screen to a blurred image decreased clarity ratings at all levels of

coarseness. This confirmed that the illusion is specific to the high-contrast
edges caused by quantization, which are likely being perceptually segmented

from the image and falsely attributed to the wires of the screen.

We tested the importance of these high-contrast edges in another way in

Experiment 5 by having participants rate the clarity of quantized images

under divided attention conditions. We chose to divide attention because this

is known to reduce access to the high spatial frequency content of images

(Yeshurun & Carrasco, 1998). The results showed that when attention was

divided, the illusion was virtually eliminated, thus supporting the idea the
illusion occurs when the screen is segmented from the image and sharp edges

are attributed to the screen.

Finally, in Experiment 6 we evaluated whether the process of segmenta-

tion and edge attribution is under active cognitive control. In this

experiment, quantized images behind a screen were judged to be clearer

under active than under passive viewing instructions, but the clarity ratings

of images without a screen were unaffected by cognitive strategy. This

supports the hypothesis that it is an active perceptual process of image
segmentation and edge attribution that is responsible for the illusion.

Recognition of quantized pictures: The Lincoln picture problem

The perception of quantized images has been indexed in past studies using

recognition performance (Costen, Parker, & Craw, 1994, 1996; Harmon &

Julesz, 1973; Morrone & Burr, 1997; Morrone, Burr, & Ross, 1983; Uttal,
Baruch, & Allen, 1975b). In these studies, pictures are quantized to a degree

of coarseness that is just below the threshold for recognition. This failure of

recognition has been called the Lincoln picture problem (Sperling, 2004),

because the initial demonstration involved a picture of Abraham Lincoln

(Harmon & Julesz, 1973). It presents an interesting problem since the

process of quantization does not alter the low-spatial frequencies that would

otherwise be necessary for recognition. That these frequencies are still

present becomes readily apparent when the quantized image is blurred; now
the face can once again easily be recognized (Harmon, 1971; Harmon &

Julesz, 1973).

Several accounts of the Lincoln picture problem have been offered

(Harmon & Julesz, 1973; Julesz & Harmon, 1984; Morrone et al., 1983;

Morrone, Burr, & Ross, 1984). In their initial demonstration, Harmon and

Julesz (1973) explored the possibility that the illusion was caused either

by high-frequency masking or by critical-band masking . According to the
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high-frequency masking explanation, the failure to recognize quantized

images occurs because the low-spatial frequencies are masked by the high-

spatial frequency edges of the blocks in the quantized image. In contrast, the

critical-band masking explanation posits that the low-spatial frequencies are
masked by a spectral band of frequencies that is directly adjacent to the

picture’s optimal spectrum (and that does not include the high-spatial

frequency edges). Harmon and Julesz favoured the critical-band masking

explanation because they found that removing a critical band of noise

adjacent to the picture’s spectrum restored recognition of the face, whereas

simply removing high-frequency edges did not.

Morrone et al. (1983, 1984) offered a different solution based on

inhibition of simple cells in the visual cortex. Simple cells are known to
respond to one-dimensional stimuli such as lines, edges, gratings, and noise.

These simple cells are orientation selective and can be inhibited when

adjacent cells, specific to different orientations, are activated. Morrone et al.

argued that in quantized images, the outlines of the blocks are the dominant

one-dimensional structures and thus exert a large impact on perception

ultimately reducing the apparent clarity of the image. When high frequency

noise of a different orientation than that of the sharp edges is added to the

image, the noise activates simple cells, which inhibit the cells that respond to
the one-dimensional structures of the blocks in the image. As a result,

perception is more influenced by face information carried by the low-spatial

frequencies in the image leading to improved recognition of the picture.

In support of this inhibition explanation, Morrone et al. (1983) showed

that recognition of the quantized faces is substantially improved by adding

high-frequency windmill noise to the quantized image. They argued that the

windmill noise causes inhibition of the simple cells tuned to the high-

contrast edges of the blocks in the picture, which allows perception to be
organized based on the low-frequency face information. Morrone et al.’s

findings cannot readily be explained by critical-band masking because

adding high-frequency noise to the quantized image does not disrupt the

critical band of spectral information adjacent to the picture’s spectrum (but

see Julesz & Harmon, 1984; Morrone et al., 1994). On the critical-band

masking explanation, adding high frequency noise should not improve

recognition of a quantized face. Since it did, Morrone et al. argued that the

inhibition account should be favoured over the critical-band masking
account.

It is worth noting that the main approach used in studies of the Lincoln

picture problem is very similar to our experiments on the illusion of clarity.

The strategy in both types of study has been to add or to remove noise from

the quantized image in an effort to improve recognition (past studies) or

perceptual clarity (present study). For instance, Harmon and Julesz

increased recognition by removing a critical band of noise adjacent to the
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picture’s spectrum. Morrone et al. increased recognition by adding high-

frequency windmill noise. In the present study we improved perceptual

clarity by overlaying the quantized image with a screen.

Given these similarities, we should at least consider the possibility that
one or more of the extant accounts of the Lincoln picture problem are viable

explanations for the illusion of clarity. A consideration of both the critical-

band masking and inhibition accounts reveals that these accounts are

inadequate for that task. The critical-band masking account fails to explain

the increased clarity that accompanies the addition of a screen to a

quantized image, since the high-contrast edges associated with the screen

are not in the frequency band immediately adjacent to the picture’s optimal

spectrum. In fact, the screen edges are roughly in the same frequency range
as the block edges.

More generally, the results of our experiments suggest changes in spectral

composition that accompanies the addition of a mesh screen to an image

cannot explain the illusion of clarity. This is shown in our comparison of the

illusion across two conditions, one where the screen is aligned with edges of

the quantized blocks and one in which the screen is shifted and transects the

quantized bocks (Experiments 2 and 3). The images in the shifted condition

have a very different spectral composition than images in the aligned
condition. Despite this difference, there was no measurable difference in

clarity ratings across the two conditions. We also compared the illusion

across conditions in which the images had identical spectral composition

and only the attentional demands (Experiment 5) or cognitive strategy

(Experiment 6) was varied. Though the spectral composition of the images

was identical across conditions (i.e., the exact same images were viewed)

the illusion differed quite markedly across conditions. Thus, taken together,

the present experiments suggest that change in spectral composition with the
addition of the mesh screen is not the key to understanding the illusion.

Inhibition of simple cells also fails to account for the illusion of clarity for

several reasons. First, according to Morrone et al. (1983), simple cells

sensitive to the block edges would be inhibited by high frequency noise that

has a different orientation than the block edges. Because in the present study

the lines of the screen add noise to the image in precisely the same

orientation as the edges of the blocks in the image, cells responsive to the

screen edges should not inhibit the cells responding to the block edges. In
fact, such noise should increase the activation of the simple cells that

respond to the structure of the blocks in the image making the picture

appear even less clear; a result opposite to the one that we obtained. Second,

as pointed out by an anonymous reviewer of this paper, the inhibition

account predicts that clarity of images with a screen should increase when

the wire-mesh is rotated with respect to the photo, such that the wires of the

screen and the block edges have different orientations. In such a case,
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inhibition of the block edges should be much greater. But, Figure 11 shows

that, contrary to this prediction, a blocky image with an aligned screen

(bottom left) appears clearer than the same blocky image with a screen that

is rotated so that the block edges no longer align with the screen (bottom

right). As a final argument against the inhibition of simple cell account,

we note that in most of our experiments (with the exception of Experiments

2�/3), the wires of the screen actually occluded the edges of the blocks in the

quantized images and thus there were no block edges to inhibit.

We also considered whether some modifications of the masking and

inhibition accounts could account for our findings. One possible explanation

is in terms of lateral masking , whereby the high-contrast edges of the screen

mask the high-contrast edges of the quantized blocks, thus making them less

visible. However, as with the inhibition account, the critical problem with

this explanation is that in most of our experiments the block edges were

occluded by the wire-mesh of the screen, leaving no edges to be masked.

Another possibility is that lateral inhibition leads to a general reduction in

the apparent contrast of the blocks in the quantized image thus reducing the

luminance contrast difference between the blocks. But this alternative is also

inconsistent with several of our findings. First, the lateral inhibition account

implies that adding a screen should improve clarity of any quantized image.

Figure 11. A high-resolution image (a), the same image quantized (block size�/8 pixels) with an

aligned screen (b) and the screen rotated 45 degrees relative to the picture (c).
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This prediction is disconfirmed by our finding in each experiment that

clarity is reduced when a screen is added to images of coarseness level 1. It is

also disconfirmed by the finding in Experiment 4 that adding a screen to

already-blurred images reduced their clarity even further. In light of these
considerations we believe that our explanation, based on the processes of

image segmentation and edge attribution is still the most plausible account

of the illusion of clarity.

Indeed, we should also consider whether our account provides a plausible

alternative explanation to the findings regarding the Lincoln picture

problem. For example, consider Harmon and Julesz’ (1973) initial result

that removing a critical band of information next to the picture’s spectrum

increases clarity of the image. Interestingly, removing the critical band
effectively converts the sharp edges of the blocks in the image into a screen-

like pattern of lines. As noted by Harmon and Julesz: ‘‘it is almost as though

the sharp lines were superimposed on the picture rather than being part of

it’’ (p. 1195). Therefore, a plausible alternative explanation of the findings is

that the removal of the critical band of noise allows for more effective

segmentation of the high-frequency information from the image, much like

adding a screen to the image. Similarly, Morrone et al.’s (1983) finding that a

blocky face is more recognizable when high-frequency windmill noise is
added, can also be explained by image segmentation and edge attribution. In

this case, improved recognition would occur because the high-frequency

windmill noise is segmented from the image and the high-frequency edges of

the blocks are attributed as being part of that noise. Finally, Hayes’ (1990)

demonstration that a phase reversal in low spatial frequencies of an image

almost completely eliminates the Lincoln effect is also consistent, since such

reversal of image features presumably assists in segmenting the block edges

from the face of Lincoln.
Thus, if we tentatively assume that the same underlying mechanisms give

rise to the Lincoln picture problem and the illusion of clarity, all of the

available data are consistent with our conclusion that quantized images can

be made to appear clearer if the high-contrast edges of the blocks can be

attributed to something other than the objects in the image. The screen in the

present study provides one such source for the attribution; it is plausible that

adding noise in the previous studies has much the same effect. In all cases

there is some other plausible occluding object or pattern to which one can
attribute the sharp edges of the quantization process.

Our account of the illusion of clarity in terms of segmentation and

attribution also explains why a blocky image appears clearer when the block

edges are in the same orientation as the edges of the mesh screen than when

they are in a different orientation (see Figure 11). According to our view,

when the wire-mesh is rotated such that the wires are no longer in the same

orientation as the block edges, it becomes harder to sustain the attribution
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that the block edges and the wires of the screen have the same source.

Instead, the block edges are now more easily attributed to the picture thus

reducing its apparent clarity.

Finally, we wish to highlight that our segmentation and attribution
account differs from both the masking and the inhibition accounts in a

fundamental and important way. A common feature of the masking and

inhibition accounts is that they posit that quantization affects recognition at

very early stages in the visual system. For instance, critical band masking is

based on spectral decomposition performed by frequency-tuned analysers in

early vision. Similarly, the inhibition account is based on the local inhibition

of simple cells in the visual cortex which respond to simple one-dimensional

stimuli such as lines, edges, and noise. Notice that in both of these accounts,
there is no explicit or necessary role for top-down influences on perception.

In contrast to these accounts, our segmentation and attribution account

holds that the visual system processes information for the purpose of

extracting meaningful information. As such, segmentation and attribution

are likely the result of both bottom-up and top-down (concept-driven)

processes influencing perception trough iterative feedforward and feedback-

ward processing in the visual system (see Di Lollo, Enns, & Rensink, 2000).

The result of this iterative reentry is that a quantized image of a girl with a
screen overlay is experienced as a girl seen through a screen.

Measuring perception of quantized images

Our studies of the illusion of clarity also extend the previous studies that

examined recognition accuracy for quantized images (Durgin, 1999;

Harmon & Julesz, 1973; Morrone et al., 1983). One assumption underlying
these studies is that recognition indexes the general perceptual processes

involved in perceiving quantized images. However this assumption has been

called into question by Uttal, Baruch, and Allen (1995a, 1995b). They

showed that various conclusions about the perception of quantized images

based on recognition tasks do not generalize to visual discrimination tasks.

For example, while low-pass filtering a quantized image reliably improves

recognition of the image, it does not affect, or even worsens, perceptual

discriminations of the images (Uttal et al., 1995a). Based on these results,
Uttal et al. argued that, contrary to the commonly held assumption,

recognition tasks do not tap a general processes involved in perceiving

quantized images and that the previous findings using recognition might not

generalize beyond that task.

The present study directly addresses this concern by demonstrating that

conclusions based on recognition tests do actually generalize to peoples’

subjective ratings of clarity. Specifically, Durgin’s (1999) finding that adding
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noise to a highly quantized image improves recognition is completely

consistent with our finding that adding a mesh screen to coarse quantized

images increases the subjective experience of image clarity. It is worth noting

that there are substantial methodological differences between our investiga-

tion and Durgin’s investigation. Whereas Durgin’s study measured recogni-

tion performance and therefore indexed perception only indirectly, the

present study measured perception in a more direct manner by having

people rate the subjective clarity of images. Despite these substantial

differences in the methodologies across studies, the studies converge on

the same conclusion: Adding a screen to a quantized image improves

perception.

But why then do studies of quantized images using a discrimination task

yield a pattern of results that is unique and different from studies using

either recognition or subjective ratings of clarity. One possible reason is

suggested by our Experiment 6, which showed that the illusion of clarity is

larger when participants adopt an active rather than a passive cognitive style.

These results suggest that the extent to which perceptual clarity is influenced

by adding noise to quantized images depends on cognitive strategy. This

raises the possibility that the discrimination findings yield a unique pattern

of results because the discrimination tasks may encourage a different

perceptual style than do recognition or clarity judgement tasks. Whereas

recognition and clarity judgement tasks likely encourage active strategies of

segmenting and attributing visual information to various sources, discrimi-

nation tasks may encourage a more passive and holistic comparison process.

Further research is clearly needed on this question.

Segmentation and attribution versus filling-in

Our investigation of the illusion of clarity is also relevant for studies of visual

completion (i.e., filling-in). Most generally, visual completion refers to the

subjective experience that a visual property, such as a surface feature or a

boundary, is present in a location when there is actually no light being

transmitted to the eye to support such an interpretation (see Palmer, 1999;

Pessoa, Thompson, & Noe, 1998). Many forms of perceptual completion,

often referred to as modal completion , are characterized by salient and

conscious percepts of absent features or boundaries. A good example of this

is the filling-in of the blind spot in each eye. Though we are effectively blind

to objects that fall on that area of the retina where the optic nerve is

connected (there are no photoreceptors in that area), we do not experience

this blindness. Instead we experience a complete and seamless image of the

visual world, with the blindspot appearing to have been filled in.
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However, not all forms of visual completion involve a conscious

experience of an absent perceptual feature. These are other forms of

completion are often referred to as amodal completion because a missing

surface or boundary is not subjectively perceived although it seems to be
present none the less. Kanizsa and Gerbino (1982) refer to this type of

completion as having an ‘‘encountered’’ character. A good example of

amodal completion is the experience of a partly occluded object. Even

though the occluded part of an object is not seen, one nevertheless

experiences the occluded object as a complete whole.

Although the distinction between modal and amodal completion is clear

at the level of personal experience, there is considerable debate regarding the

mechanisms that underlie these subjective experiences (see Pessoa et al.,
1998). Early explanations from the information-processing perspective

invoked the idea that filling-in occurs because a visual process generated a

hypothesis regarding the missing information (e.g., Rock & Anson, 1979).

Theories based on single-cell recordings made from monkeys and cats also

posit that visual completion is based on a neural filling-in, whereby the brain

contains cells that are responsive to completed features and contours (e.g.,

Fiorani, Rosa, Gattass, & Rocha-Miranda, 1992; von der Heydt, Peterhans,

& Baumgartner, 1984). The common feature of all of these theories is that
perceptual completion involves the neural positing of something that is not

present in the pattern of light on the retina. In contrast to these theories,

Dennett (1992) suggests that the subjective experience of filling-in occurs not

because the brain posits or hypothesizes the presence of missing informa-

tion, but because it ignores the absence of the missing information.

Our investigation of the illusion of clarity suggests another possible way

in which the subjective experience of perceptual completion may arise.

Rather than positing the presence of neural substitutes or a simple ignoring
of the absence of certain perceptual representations, this study suggests that

the subjective experiences associated with perceptual completion may arise

from the processes of segmentation and grouping of the information in

visual displays. This approach to filling-in bears some resemblance to a

previous conclusion from our lab concerning the completion of occluded

objects by early visual processes (Rensink & Enns, 1998). In that study,

participants performed visual search tasks for items that consisted of

partially occluded objects. That is, each search item consisted of the
complete view of one shape and a partial view of the second shape. The

question was whether these partial views of a shape would be treated, for

the purposes of rapid visual search, as simply the shape of the visible

fragment, or as fragments that were bound together into larger wholes,

consistent with object completion behind an occluder.

The results pointed to two important principles. First, there was ample

evidence that the visible fragments of occluded shapes were bound together
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for the purposes of the visual search task. Search for fragments that were

easy to detect in isolation became very difficult to find when the shape they

completed resembled other items in the display. Conversely, search for

fragments that are difficult to detect in isolation become easier to find when
the shape they complete is distinctive in the display. These results were

interpreted as evidence for early parallel and rapid segmentation and

grouping of visual shapes.

However, a second finding was that there was no evidence that the hidden

portions of the shapes that were occluded were actually filled-in by those

same parallel and rapid processes. When the search items were designed so

that the hidden portion of a shape would itself be distinctive in the larger

display, search did not become more efficient. Instead, search efficiency was
not distinguishable from the comparison conditions in which the visible

fragments had been grouped together for the purposes of image completion.

The conclusion we came to was that the early segmentation and grouping of

visual shapes did not necessarily imply the early filling-in of the hidden

portions of those shapes.

We think that the present study of the illusion of clarity points us to the

same conclusion, namely, that the visual system can parse a scene into its

constituent elements without having to explicitly posit the existence of the
missing details. What the present study adds is that these processes of

segmentation and attribution not only influence the performance in a

perceptual task, but that they alter the very nature of our subjective

experience.

Future directions

Future studies of the illusion of clarity should consider how the illusion

might operate under more natural viewing conditions. When one actually

views another person through a real screen, one that is at a different plane in

depth from the person, each eye registers a slightly different view of the

scene. A critical difference between the two resulting retinal images is that

the screen overlays the person behind the screen at different spatial

coordinates. This disparity in the images of the two eyes would help segment

the mesh screen from the person through the mechanisms of stereovision,
leading to the subjective experience that the person is being viewed through a

screen.

When our displays are compared to real-world viewing conditions, it is

apparent that our displays create a somewhat unnatural situation. In our

displays, the screen is directly superimposed on a photo and so the spatial

relationship between screen and the person on the image is exactly the same

for each eye. In other words, viewing our displays does not lead to spatial
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disparity between the two eyes. This difference between our displays and

natural viewing conditions suggests several interesting extensions of

our work.

First, these considerations suggest an explanation for why the illusion of
clarity occurs when the mesh screen is shifted vertically and horizontally

such that the screen wires are no longer aligned with the block edges of the

quantized picture (see Experiments 2 and 3). When the mesh screen is shifted

there are effectively two sets of high-contrast edges: One set corresponding

to the edges of the mesh and another set corresponding to the block edges.

Though these edges are present in a two-dimensional image, the visual

system might nonetheless interpret these edges as it would under natural

viewing conditions. That is, the visual system might attribute the block edges
and the screen edges as belonging to one screen viewed in different spatial

coordinates even though there in fact is no actual spatial disparity. One way

to test this possibility would be to compare clarity ratings of blocky images

overlaid with a shifted screen under binocular and monocular viewing

conditions. If the above suggestion is correct, then monocular viewing

should reduce the attribution of the block edges to the mesh screen resulting

in a reduction of clarity when compared to binocular viewing conditions.

Second, the forgoing considerations suggest the possibility that the
illusion of clarity might occur because the screen induces the eyes to verge

in front or behind the picture plane. In real-world situations, viewing a

person through a screen entails that the screen is closer to the observer than

the person being viewed. This may lead participants to interpret our two-

dimensional images as consisting of a screen that is spatially in front of the

quantized picture. Having interpreted the display in this way, it is conceivable

that participants verge their eyes either in front or behind the picture plane,

thus making the picture appear blurrier. Because blurring a quantized image
actually improves its clarity (see Harmon & Julesz, 1973), such inappropriate

eye vergence may actually improve the clarity of coarsely quantized images.

Having participants judge the clarity of quantized images from behind a real

screen held at different distances from the quantized pictures would test this

alternative explanation. This account predicts that the clarity of the

quantized image will increase as the distance between the screen and the

quantized image is increased.
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APPENDIX

Appendix 1: Instructions

On each trial of this experiment you will be shown a picture on the computer

screen. The pictures will vary in how clear (i.e., smooth) they appear. Some

of the pictures will appear relatively clear and others will appear relatively

unclear. Examples of relatively unclear (blocky) and relatively clear (smooth)

pictures are shown below.

Your task will be to rate each picture on how clear (i.e., smooth) it

appears on a scale of 1�/9 where 1 corresponds to ‘‘least clear’’ (i.e., blocky)

and 9 corresponds to ‘‘most clear’’ (i.e., smooth). It is very important to use
the entire scale (1�/9) when you rate the pictures.
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